Noname manuscript No.
(will be inserted by the editor)

A Discrete Adjoint Approach for the Optimization
of Unsteady Turbulent Flows
Rolf Roth · Stefan Ulbrich

Received: date / Accepted: date

Abstract In this paper we present a discrete adjoint approach for the optimization of unsteady, turbulent flows. While discrete adjoint methods usually
rely on the use of the reverse mode of Automatic Differentiation (AD), which
is difficult to apply to complex unsteady problems, our approach is based on
the discrete adjoint equation directly and can be implemented efficiently with
the use of a sparse forward mode of AD. We demonstrate the approach on the
basis of a parallel, multigrid flow solver that incorporates various turbulence
models. Due to grid deformation routines also shape optimization problems
can be handled. We consider the relevant aspects, in particular the efficient
generation of the discrete adjoint equation and the parallel implementation
of a multigrid method for the adjoint, which is derived from the multigrid
scheme of the flow solver. Numerical results show the efficiency of the approach for a shape optimization problem involving a three dimensional Large
Eddy Simulation (LES).
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1 Introduction
Fluid flows in technical applications are often unsteady and turbulent. Numerical simulations of such flows are complex and require usually some form
of turbulence modeling [32], for example Large Eddy Simulation (LES). We
consider optimization or optimal control problems governed by such complex
flows. Since the flow simulation is already very costly, the overhead for the optimization should be a small multiple of the costs for one simulation run. This
can only be achieved by using gradient-based optimization methods. While
we focus in this work on optimization problems for fluid flows, the presented
methods are also applicable to other PDE-constrained optimization problems.
For gradient-based PDE-constrained optimization, there are two methods
at hand to compute the derivative of the objective function with respect to the
optimization variables. In the sensitivity approach, for each partial derivative
of the cost function one has to solve a so called sensitivity equation, which
is a linearization of the original PDE and gives the information how the flow
will react in first order to a perturbation of a design variable. For the whole
gradient, d sensitivity equations have to be solved if d is the number of design
variables. With the adjoint-based approach, however, the whole gradient can
be computed with a single solve of the adjoint equation. Both PDEs, the sensitivity equation and the adjoint equation, are linear and require the original
flow solution to compute their coefficients because of nonlinear terms of the
original flow equation. If the state equation is time dependent then the sensitivity and adjoint equations are time dependent, too, where the adjoint equation
is solved backward and the sensitivity equation forward in time. Therefore the
solution of the state equation needs to be available, which causes some problems for the method. We refer to the book [19] for a discussion of the different
approaches mentioned.
For the implementation of the sensitivity and adjoint approach the optimizethen-discretize or the discretize-then-optimize approach can be used. In the
optimize-then-discretize approach the adjoint or sensitivity equation is derived
on the PDE level and then discretized using independent schemes for state and
sensitivity or adjoint equation. Discretizing the state equation first and then
deriving the (discrete) sensitivity or adjoint equation is the discretize-thenoptimize approach. Both methods have their advantages and disadvantages
[16]. Usually the first approach yields gradient approximations with less computational effort than the second approach, but inconsistencies in the gradient
may arise, if the discretization of the state equation and sensitivity or adjoint
equation is not sufficiently accurate, see e.g. Nadarajah and Jameson [22].
For the optimization of turbulent unsteady flows the optimize-then-discretize
approach is likely to cause problems, since the inclusion of turbulence models
leads to quite complex sensitivity and adjoint PDEs which may depend on the
chosen (usually grid dependent) filter width. Moreover, for complex flows the
discretization error for the state and adjoint or sensitivity PDEs is often not
small enough to obtain sufficiently accurate gradients. For a recent discussion
involving a Reynolds-Averaged Navier-Stokes (RANS) model see [5]. These
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difficulties can be avoided by using the discretize-then-optimize approach in
connection with the appropriate use of Automatic Differentiation techniques
to generate the discrete sensitivity or adjoint equation.
Using the adjoint equation is usually the method of choice for optimization
problems with many design variables. In this paper we will present an approach
to compute efficiently the exact discrete gradient of the objective function for
complex unsteady flow problems by using the discrete adjoint equation.
The outline of the paper is as follows. In section 2 we will present a discrete adjoint approach that is in principle applicable to many kinds of PDEs.
We apply a sparsity-exploiting forward mode of Automatic Differentiation to
obtain the discrete adjoint equation. A systematic way to derive an efficient
parallel multigrid solver for the time steps of the adjoint equation from the
corresponding solver of the original flow will be described. Furthermore we
give a a short overview over Automatic Differentiation (AD) in this section. In
section 3 we will present the software basis we used, the Finite Volume (FV)
solver FASTEST [1], and give detailed information concerning the implementation. This includes the parallelization, multigrid and AD. Numerical results
will be given in section 4, showing the applicability of the approach. The main
part is a shape optimization problem involving a three dimensional LES. In
the final section 5 we draw some conclusions.

2 The Discrete Adjoint Approach
The power of modern parallel computers does not only allow for the simulation of complex processes governed by PDEs, but opens also the possibility to
use them in an optimization context. To support the application of efficient
gradient-based optimization problems, the PDE-solver has to be augmented by
fast techniques for the computation of derivatives. Most efficient and reliable
PDE solvers have grown over years. While often the source code is available,
an exact documentation of the implemented method and features does usually not exist. This motivates to use a discrete adjoint approach to obtain
accurate derivatives, which avoids the error-prone and tedious derivation and
discretization of the continuous adjoint equation. While the following techniques are applicable to many kinds of PDEs, we will focus on flow control.
A concrete example would be the optimal control of weakly conductive fluids
by Lorentz forces [18] or aerodynamic shape optimization of airfoil geometries
[23].
We consider optimization problems for unsteady flows governed by the
incompressible Navier-Stokes equations involving possibly a turbulence model.
In the case of distributed control by a volume force, we obtain a problem of
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the form
min f (y, u)

subject to

y,u

1
1
vt + (v · ∇)v − ν∆v − ∇ · R(∇s v) + ∇p = B(u)
ρ
ρ
∇·v=0

on Ω × I,
on Ω × I,
on ΓD × I,

v = vD
∂v
=0
∂n
v(x, 0) = v0 (x)

on ΓN × I,
on Ω,

u ∈ Uad .
Here, u is the control, y = (v, p) the state, ρ the density, R(∇v + ∇vT ) the
model for the Reynolds stress tensor (for example the Smagorinsky or Germano
model) with the symmetrized gradient ∇s v = 21 (∇v + ∇vT ), ν the kinematic
viscosity and B(u) the control operator. Moreover, f is the objective function
(e.g. drag, distance to a desired state, etc.) and Uad is the set of admissible
controls.
After discretization by using a flow solver, we obtain a problem of the form
min
y,u

f (y, u)

subject to C(y, u) = 0, u ∈ Uad ,

where y, u are the discrete state and control, respectively, f : Rl × Rd 7→ R
is the discrete objective function and C : Rl × Rd 7→ Rl is the discretized
PDE constraint resulting from the flow solver. We assume that f and C are
continuously differentiable. From now on, we will consider the discrete setting
only.
We assume that for all u ∈ Uad the equation C(y, u) = 0 has a unique solution y = y(u), C is continuously differentiable and the derivative Cy (y(u), u)
is invertible. Then by the implicit function theorem u 7→ y(u) is continuously
differentiable and we can define the reduced objective function
fˆ(u) = f (y(u), u).
The reduced derivative is given by
dy(u)
dfb(u)
= fy (y(u), u)
+ fu (y(u), u)
du
du
and can be computed by the discrete adjoint approach. In fact, we have
dy(u)
dC(y(u), u)
= Cy (y(u), u)
+ Cu (y(u), u) = 0.
du
du
Now one may define the adjoint λ as the solution to the linear system
CTy (y(u), u)λ = −fyT (y(u), u)

(adjoint equation).

(1)
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This yields the following compact representation of the gradient
dfˆ(u)
dy(u)
= fy (y(u), u)
+ fu (y(u), u)
du
du
dy(u)
= −λT Cy (y(u), u)
+ fu (y(u), u)
du
= λT Cu (y(u), u) + fu (y(u), u).
The straightforward application of this approach raises several questions. At
first the structure of time dependent problems has to be exploited appropriately. Another question is how to obtain Cy efficiently. Moreover, the solver
for the discrete adjoint equation (1) should be comparably fast as the flow
solver itself.
Before we consider these questions, we will give a short overview over exˆ(u)
.
isting methods to compute the discrete reduced gradient dfdu
2.1 Automatic Differentiation
Automatic Differentiation (AD) is a widely used and proven technique to obtain derivative information from complex computer programs up to machine
precision. We refer to the book of Griewank and Walther [13] for a comprehensive introduction. There are two methods, the forward and the reverse mode,
which we will briefly review in the following.
The forward mode of AD amounts to the application of the chain rule to
the underlying computer program. The computational cost of obtaining the
whole gradient of the function fˆ depends therefore linearly on the number of
design variables u. The forward mode allows for a quick implementation and
is efficient for a small number of design variables. We note however, that there
exists a sparsity exploiting forward mode that achieves a logarithmic growth
rate with respect to the number of design variables if each intermediate result
is only used once in the computational tree [30].
If the number of design variables is more then ten, then the classical forward
mode is in general not efficient anymore. For a large number of design variables
the reverse mode has to be preferred. The approach can be seen as a reverse
application of the chain rule and can be interpreted as a variant of the discrete
adjoint approach described above. Its computational cost is independent of the
number of design variables. Unfortunately, the reverse method relies on the
storage of all intermediate results of the computational code. Although the
storage cost is linear in the size of the number of executed operations, it is
prohibitive in practical situations.
The storage problem in the reverse mode can be circumvented by checkpointing techniques, see Griewank [12] or the Ph.D. thesis of Walther [31].
These algorithms use a special rule for the recomputation of values instead of
storing them all. The result is a logarithmic increase in memory accompanied
by a logarithmic increase of runtime because of the recomputation of values.
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One can show that for a function g : Rd 7→ Rm the costs of the reverse
mode for the computation of its derivative is less or equal than 1.5 + 2.5m
times the cost for a function evaluation, while the cost of the forward mode
is bounded by 1 + 1.5d times the cost for a function evaluation [13]. If each
intermediate result in the computation of g(u) is only used once, then the
sparsity exploiting forward mode is able to evaluate g(u) and its derivative
gu (u) at the costs of at most 7 + ln(d) times the costs for the computation
of g(u). We will see that this algorithm can efficiently be used to apply the
discrete adjoint approach to complex flow problems.
For the optimization case we have m = 1 and so the reverse mode is
most efficient and the computational cost is theoretically less than four times
the cost of the function evaluation. In practical applications the value varies
between 3 − 10, depending on the application (see e.g. Giering et. al. [10]).
Since AD follows specific rules the forward or reverse code generation can
be supported by software tools. This is much easier for the forward mode,
since here the derivative information can be computed by augmenting the
original calculations. The reverse mode has to augment the reversed calculation sequence, which requires to set up a tape of the forward calculation in
one way or another. The usual ways to implement AD are operator overloading or source transformation. For source transformation the original source
code of a program is transformed into a code that additionally calculates the
derivatives. The operator overloading approach uses the capability of object
oriented programming languages to have different implementations of operations depending on their arguments. For the implementation of a forward mode
one would introduce a new data type, that carries the original function value
and its gradient. For each operation now the corresponding operation for the
gradient is implemented by overloading the operator. As already mentioned,
the implementation of the reverse mode is more involved, since the calculation
sequence has to be reversed. This makes an efficient automated application
of the reverse mode to complex simulation codes difficult. We will propose
an efficient implementation by combining a sparsity exploiting forward mode
with discrete adjoint techniques.
A specific difficulty arises from the fact that simulation codes often contain
the iterative solution of equations and this iterative solution process should not
be differentiated by the AD software. To make this precise, consider the special
case where the solution to the system C(y, u) = 0 is found via a fixed-point
iteration
yk+1 = G(yk , u)
with solution limk→∞ yk = y∗ = G(y∗ , u). Here, G : Rl × Rd 7→ Rl is an
appropriate function. Instead of applying the reverse mode to this iterative
procedure it is more accurate and efficient to solve the adjoint equation
λ − Gy (y∗ , u)T λ = −fy (y∗ , u)T
directly, where y∗ is replaced by the outcome of the previous fixed-point iteration. Restructuring leads to the following iterative procedure for the solution
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of the adjoint
λk+1 = Gy (y∗ , u)T λk − fy (y∗ , u)T .

(2)

This method eventually has the same convergence speed as the original iterations, see Christianson [7], and the storage requirements are significantly
less than for the usual reverse mode. Still one iteration has to be taped and
therefore one often uses checkpointing for larger time dependent problems.
This approach was for example applied by Schlenkrich et al. [27] to a time
dependent flow solver.
We will now propose an efficient and convenient approach to apply the
discrete adjoint approach in connection with a sparsity exploiting forward
mode of AD. The resulting method will have a comparable efficiency in praxis
as the thorough and error-prone application of the reverse mode.

2.2 A Discrete Adjoint Approach Based on Sparse Automatic Differentiation
2.2.1 Discrete Adjoints for Time Dependent Problems
For a time dependent problem with K time steps solved by a time stepping
algorithm, C has the form C(y, u) = (C1 (y, u)T , . . . , CK (y, u)T )T . The equations Ci depend only on a limited number of yi , ui , i = 1, . . . , K. We will assume that there are two time step solutions involved, which is satisfied by one
step methods like the implicit Euler or Crank-Nicolson time stepping schemes.
The proposed approach extends easily to schemes involving several time steps.
Therefore,


C1 (y0 , u0 , y1 , u1 )


..
C(y, u) = 
.
.
CK (yK−1 , uK−1 , yK , uK )
Due to the local dependencies Cy is an extremely sparse, large, block triangular
matrix


(C1 )y1
 (C2 )y (C2 )y

1
2
.
Cy = 


...
...
(CK )yK−1 (CK )yK
As a consequence, the adjoint equation
CTy λ = −fyT
decomposes into equations for different time steps
(CK )TyK λK
=
−fyTK ,
(CK−1 )TyK−1 λK−1 = −fyTK−1 − (CK )TyK−1 λK ,
..
.
(C1 )Ty1 λ1
=
−fyT1 − (C2 )Ty1 λ2 .
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This is a time stepping scheme for the discrete adjoint equation.
Hence, for the application of the discrete adjoint method to time dependent
problems, one solely has to save the states resulting form the time steps. This
effort is less than taping the iterative solution process of the time step. As
we will see in the numerical results in section 4.1, we will not have to use
checkpointing for the solution of the adjoint, but we have the theory and
algorithms at hand in the case we need it due to lack of memory.
2.2.2 Assembling the Linear System
In section 2.1 we have mentioned the two main approaches of AD. Both could
be used to obtain the matrix Cy and with an appropriate implementation both
will be efficient, i.e. the cost will be linear in the number of grid points used to
discretize the PDE because of the following reasons. For standard discretization schemes like Finite Element, Finite Volume (FV) or Finite Differences
each component of C(y, u) depends only on a finite number of grid points
belonging to the stencil of the scheme and the derivative of each component
of C(y, u) can thus be obtained at costs O(1) with both, the forward and the
reverse mode. In general it is crucial that the AD method employed makes
use of the sparsity of the problem. For our numerical results, we will use the
sparsity exploiting forward mode of Ulbrich and Ulbrich [30], since it can be
efficiently implemented by operator overloading. More details will be presented
in section 3.2.1.
For the implementation one solely has to have a routine at hand, that
calculates the residual C(y∗ , u)(≈ 0), where y∗ is the solution provided by the
flow solver. Now AD is applied to this routine.
2.2.3 Multigrid Solution of the Adjoint Equation
In order to construct an efficient linear solver for the adjoint equation CTy λ =
−fyT , we use the structure of the forward solver. If the system for example
results from the finest grid of a multigrid procedure applied to the original
problem, the forward solver has a computational effort linear in the number
of grid points.
To achieve a comparable efficiency for the adjoint solver we need to use
the existing multilevel structure within a multigrid scheme for the adjoint.
The matrices for the different levels can be obtained by differentiation of the
residual equation on the different grid levels. It suffices to save the solution
only on the finest grid, then the solution is restricted to the coarser grids
with the available operators. Now a standard linear multigrid scheme can be
utilized, see for example Briggs, Henson and McCormick [4] for an introduction
to multigrid.
To explain the basic approach, we now consider a two level algorithm for
a discretized linear PDE constraint
C(y, u) := Af y − u = 0,
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where the linear system on the coarse grid is solved exactly. When using a
pre-smoother Spr and a post-smoother Spo one arrives at the iteration
yk+1 = yk + Spo PA−1
c RSpr (u − Af yk ).

(3)

Here R is the restriction and P the prolongation operator and the matrix for
the coarse grid equation is Ac . We assume that the convergence is achieved
after N steps with final result yN .
Consider now for simplicity the linear cost function f (yN ) = (yN )T g, g ∈
l
R . Then the adjoint equation is given by
ATf λ = −g.
It can be shown (see Giles [11]) that the corresponding adjoint iteration for
(3) is given by
T T
T
λk+1 = λk + STpr RT A−T
c P Spo (−g − Af λk ),

(4)

with λ0 = 0, which is a two level algorithm for the adjoint equation. We remark
that the approach (2) of Christianson [7] applied to the fixed point iteration
(3) leads to an equivalent adjoint iteration, which can be transformed to (4).
As we can see the pre-smoother for the adjoint iteration is the transposed
post-smoother and vice versa. Moreover, the correct prolongation operator for
the adjoint is the transpose of the restriction and vice versa. As shown in [7]
one can expect the same grid independent convergence rates of the forward
iteration also for the adjoint iteration.
Remark 1 (Obtaining the Transfer Operators in Practice) Often P and R
are not available explicitly in the code, because they are implemented in a
matrix-free fashion as a subroutine. As the dependence of the state variables
should be linear in the routines, we obtain a sparse representation of P and
R by applying AD to the routines. The result can be used to set up sparse
matrices for P and R. The computational effort is negligible.
2.2.4 Parallelization
Many parallel solvers use domain decomposition (see [24]) approaches along
with the Message Passing Interface (MPI) [2]. Our approach is well suited for
this situation. For the calculation of the residual no solver is involved and
therefore the forward mode of AD will run very well in parallel in case of a
domain decomposition. The parallel calculation of the residual can also be
seen as the matrix assembly routine of our problem. Assembling a problem is
considered a nicely parallelizable task in solving PDEs. This is also supported
by our numerical results in section 4.1
The parallel exchange routines have to be rewritten, such that they are
able to communicate the variables of the forward or reverse mode. This may
also be done in an automated fashion and is very easy for the forward mode.
After the send and receive command for the original variables one just adds
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the corresponding command for the gradient. The communication structure
for the processors is the same.
If the target function or the design variables are defined only locally it is
disadvantageous for the parallel efficiency for those routines, since it might
lead to unbalanced loads for the subdomains. In our numerical test, this was
however no problem for boundary or distributed control problems, since there
time for the differentiation is very small compared to the rest. For shape optimization problems local deformations may pose a problem, since the derivative
w.r.t. to the grid points is quite costly. This may be as expensive as the whole
derivative of the residual.
For the solution of the linear systems in parallel one may incorporate ideas
from the forward solver and use the existing structure. A quick implementation
can be realized by the use of parallel linear solver packages like PETSc [3]. In
section 3.2.2 we will give some information on how we have parallelized the
adjoint solver.
3 Software and Implementation
3.1 Software
The basis for our computational results is the parallel, block structured Finite
Volume (FV) code FASTEST [1]. The solver uses a geometric, nonlinear multigrid method and for the solution of the linear systems a SIMPLE scheme is
employed. The code is written in FORTRAN 77 (F77). Several LES and RANS
turbulence models are implemented and a grid deformation routine allows for
changes of the computational domain. The code is fully three dimensional. For
the parallelization a distribution of the blocks to different cores and MPI is
used.
3.2 Implementation
The main parts of the implementation are the implementation of AD for the
construction of the matrix Cy and the linear solvers along with multigrid.
3.2.1 Implementation of AD
We have implemented our own sparse forward mode via operator overloading
in Fortran 95. The standard of the language allows for allocatable arrays in
derived types, i.e. we may dynamically allocate memory for new nonzero elements. Due to the compatibility of the Fortran standards, the mix with the
F77 code yields no problems. The implementation of the sparse forward mode
follows the algorithm presented by Ulbrich and Ulbrich in [30]. We mention
the main points incorporated by us.
The data structure for the AD variables stores the original intermediate
result along with a sparse representation of the gradient. An integer variable
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stores the current number of nonzeros in the gradient. By setting this variable
to zero, one may easily zero out the whole gradient. For a fast multiplication
with constants, a prefactor is stored. Therefore a multiplication with the gradient is only of cost one and not related to the number of nonzero elements
in the gradient. The main part of the information is stored in two allocatable
arrays, one for the nonzero gradient entries and one for their position in the
gradient. As mentioned one may add new elements by reallocation of the arrays. We call the prefactor α, the number of nonzeros nnz, the gradient entries
(without prefactor) g̃ and the position array c. Then g̃ and c are arrays of
length at least nnz and the gradient is zero except for the positions c(i), where
the entry is αg̃(i), i = 1, . . . , nnz. For the addition of two sparse vectors, we
use a merge sort.
The FV code uses a cell-centered arrangement, i.e. the pressure and the
velocities are defined at the cell centers. The mass fluxes are defined at the
centers of the cell faces. Systems for the velocities and pressure correction
are solved and then the mass fluxes are updated in an explicit manner, but
iteratively. For a consistent discrete adjoint one therefore needs to define the
mass fluxes as independent variables. For illustration purposes we will from
now on label the velocities in the three space directions vx , vy , vz the pressure
p and the mass fluxes fx , fy , fz . The composition of all flow variables is y =
(vx , vy , vz , p, fx , fy , fz ). Assume the update of the mass flux in x-direction is
x
handled by a complicated function gf . In some iteration k the flux is updated
as
x
fxk+1 = gf (vxk , vyk , vzk , pk , fxk , fyk , fzk ).
After convergence with N steps of the solver it holds that fx := fxN ≈ fxN −1
x
and so the residual function Cf for the flux is
x

x

Cf (y) = fx − gf (y) ≈ 0.
The other fluxes are treated analogously and therefore the linear system for
the adjoint of the Navier-Stokes Equations at each time step accordingly has
roughly the size sevenx times
number
of grid points. The residual consists of
y
z
residual equations Cv , Cv , Cv for the velocities, the equation that comes
from
the
divergence-freeness
Cp and the residual equation of the mass fluxes
fx
fy
fz
C , C , C . Now the derivative has the following structure
 vx vx vx vx vx vx vx 
Cvx Cvy Cvz Cp Cfx Cfy Cfz
 y .
.. 
Cv
..
. 

 vx
 z
.. 
..

 v
.
. 
Cvx

.. 
..

Cy = 
.
. .
Cp
vx

.. 
..

 fx
.
Cvx
. 


. 
 fy
..
. .. 
Cvx
z
z
Cfvx . . . . . . . . . . . . . . . Cffz
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Fig. 1 Nonzero Pattern of Cy (NSE (Left), Smagoringsky Model (Center) and Smagoringsky Model with Additional Equation for the Viscosity (Right))

Viscosity as Artificial Independent Variable: For the turbulence models incorporated into the code the viscosity is a dependent variable. Nevertheless it
will depend upon many flow variables (velocities, k, ) leading to a huge fill
in compared to the situation when a constant viscosity is used. Consider for
example the Smagoringsky turbulence model, where the turbulent viscosity is
calculated from the velocity gradient. Therefore the AD data structure of the
viscosity variable has entries related to the velocity variables. The number of
these entries results from a large stencil. Figure 1 shows the nonzero pattern
with and without the turbulent viscosity. As we can see, the equations from
the pressure correction and the mass fluxes originally have a very limited dependence on the velocity variables. Since the turbulent viscosity uses a large
stencil one observes a huge fill in.
For a specific grid with 147456 CVs, the adjoint matrix for a problem with
constant viscosity versus the matrix for the Smagorinsky model has a fill in of
factor 4.51. By introduction of the viscosity as an independent variable, the
fill in is reduced to a factor of 1.64. This situation is depicted on the right
picture in Figure 1 and results in a faster derivative calculation by AD and
faster adjoint solver.
Mass Fluxes at the Outlet: The numerical method employed relies on the property that the flow field is divergence-free. In every iteration of the scheme, the
fluxes on the outflow boundary are scaled in such a way, that the sum equals
the flux on the inflow boundary. After convergence this factor is very close
to one. For the AD this yields a problem, since one does not have a local
dependence related to the stencil anymore. The sparse data structure has a
fill in growing with the number of grid points on inflow and outflow. This is
particularly bad for the parallelization as the processors that own the outflow boundary have significantly more elements than the others, thus reducing
the efficiency. The problem is easily circumvented by the introduction of one
additional equation for the scaling factor. The additional effort is more than
overcompensated by having less elements on the outflow processors.
For the example with 147456 CVs mentioned before, there are 768 CVs on
inlet and outlet. If we do not define one equation for the scaling factor at the
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outlet, there are roughly 10% more elements in the adjoint matrix compared
to the situation with the additional equation for the scaling factor. This may
not be that significant when using on processor, but when distributed to eight
cores, where one core owns the outflow. In this case the number of elements
doubles on that processor and stays the same on the others, seriously reducing
the overall parallel efficiency by a factor of two.
With the improvements presented, the number of matrix elements for the
adjoint has a reasonable size linear in the number of grid points. We would
like to stress here that the main cost of the linear solvers are the matrix-vector
multiplication and the preconditioning step. The computational effort of these
directly depend on the number of matrix elements. The same is true for the AD.
Unfortunately the introduction of artificial independent variables may lead to
a slower convergence of the linear solver. In the non-constant viscosity cases,
we occasionally observe that the multigrid solver needs one iteration more to
achieve the convergence criterion compared to the case where no additional
equation was introduced.
Treatment of the Pressure Correction Equation: Besides the equations for the
velocities, the algorithm involves the solution of the pressure correction equation. For a correct implementation the correction itself is treated as an independent variable and the pressure as a dependent variable. After convergence
of the solver the correction is close to zero and may even be set to zero for the
differentiation. In this case one does not have to store the pressure correction
variables. We have implemented the approach where the correction is stored
and where it is set to zero and did not notice much difference in the convergence properties of the adjoint solver.

Preallocation: We only observed a minor speed-up of the sparse AD by preallocation of arrays for problems of small size. For very large problems we observed
a huge slowdown due to memory effects and in this cases the preallocation is
required.
3.2.2 Solving the Linear Systems
For the parallel solution of the linear adjoint systems we use a parallel multigrid
scheme, which has the general structure described in section 2.2.3. As smoother
we apply a parallel preconditioned variant of the GMRES algorithm [26] or as
an alternative the Improved BiCGStab(2) algorithm presented in [15].
The preconditioner for the GMRES or Improved BiCGStab(2) algorithm is
constructed as follows. As the original flow solver uses the SIMPLE algorithm,
we use a SIMPLE-type preconditioner for the preconditioning of the coupled
adjoint pressure and velocity equations. The whole adjoint system including
possibly further adjoint variables (corresponding to mass fluxes, temperature,
k, , etc.) is preconditioned block-wise. Usually for SIMPLE-type algorithms
underrelaxation is very important. However when used as a preconditioner, it is
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observed that the effect is less evident [25]. We do not employ underrelaxation
of the preconditioner, making the method much easier to use. The SIMPLER
preconditioner is used for steady problems and the SIMPLE preconditioner for
unsteady problems. We will shortly present these two preconditioners. Consider the equation

   
v
b1
A BT1
=
.
p
b2
B2 C
We set D = diag(A), now the SIMPLE and SIMPLER preconditioner use the
approximation
S = C − B2 D−1 BT1
to the Schur complement
C − B2 A−1 BT1 .
We consider the preconditioning of a vector (rv , rp ) with result (r∗v , r∗p ).
The SIMPLER preconditioner ([25]) amounts to the following steps.
SIMPLER preconditioner
1.
2.
3.
4.
5.

Approx. solve: Sp∗ = rp − B2 D−1 rv
Approx. solve: Av∗ = rv − BT1 p∗
Approx. solve for velocity correction: A∆v = rv − (Av∗ + BT1 p∗ )
Approx. solve for pressure correction: S∆p = rp − (B2 (v∗ + ∆v) + Cp∗ )
Update velocity and pressure vectors:
r∗v = v∗ + ∆v − α1 D−1 BT1 ∆p, r∗p = p∗ + α2 ∆p

For the SIMPLE preconditioner one neglects the first pressure solve and
the velocity correction solve.
SIMPLE preconditioner
1. Approx. solve: Av∗ = rv
2. Approx. solve for pressure correction: S∆p = rp − B2 v∗
3. Update velocity and pressure vectors:
r∗v = v∗ − α1 D−1 BT1 ∆p, r∗p = α2 ∆p
Here α1 , α2 ∈ (0, 1] are underrelaxation factors. As already mentioned, we set
α1 = α2 = 1.
We also tried the SIMPLEC preconditioner which is a mass preserving
variant of the SIMPLE preconditioner [8], but in our case this method had
worse convergence properties. Also the MSIMPLE preconditioner [8], was implemented, where the matrix D is replaced by a (lumped) mass matrix. Here
we could not achieve convergence at all.
The approximate block solvers within the SIMPLE preconditioner are implemented as follows. For the approximate solution of the equations involving
the velocity, we use one ILU solve. For the pressure equation, we apply 5 to 10
iterations of an iterative refinement procedure, where an ILU is used for the
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approximate solution. The ILU decomposition is constructed with the package
DLAP [28]. The state solver uses the same kind of techniques as smoother.
For the preconditioning of the equations for k and  in the RANS models
and for the temperature, we use a block-wise ILU. The mass fluxes are not
preconditioned, this turned out to be as good as an ILU or Jacobi preconditioner. Note that a block-wise preconditioning for the viscosity is the same as
no preconditioning since the block is a matrix of unity. For the parallelization
the described preconditioner is applied processor-wise on the subdomains.
Figure 2 depicts the nonzero pattern of the matrix Cy for a problem involving the pure NSE and a domain decomposition into eight blocks. One can
clearly distinguish the seven different blocks of equations for the independent
variables. The domain decomposition is reflected by the dashed diagonal lines.
For our implementation of the SIMPLE-type preconditioners, we neglected the
sub-matrices for the mass fluxes and only used the upper left 4 × 4 block of
the matrix.

Fig. 2 Submatrices Used for Block-wise Preconditioning of the Adjoint NSE with the SIMPLE Preconditioner

The resulting solver is a multigrid solver that uses parallel Krylov subspace
methods with preconditioners as smoothers and coarse grid solvers. This approach turned out to be very robust.

4 Numerical Results
For the numerical results we will concentrate on one specific example but the
accuracy of the gradient was verified in all kinds of combinations including
the Smagorinsky [29] and Germano [9] LES models, the standard k- model
[20] with and without the low Reynolds modification of Chien [6] and the
Renormalization Group Theory k- model [33]. We also did calculations with
temperature dependency. For the turbulence models we do not make the frozen
turbulence assumption (see e.g. [34]).
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The gradients were tested against central difference approximations and
the only limiting factor is the truncation error. For stationary problems with
boundary or distributed control, the gradient is exact up to a relative error of 1·
10−10 and for shape optimization and instationary problems the relative error
is less than 1 · 10−8 , provided the problem is well-scaled. For these calculations
the solvers are fully converged and the results prove that one obtains the
correct discrete gradient.
In our findings the adjoint solver should be converged up to the same accuracy as the forward solver for stationary problems. For instationary problems
it is beneficial to reduce the residual of the adjoint equation one order of
magnitude more than the residual of the state solver.
The computational times for the adjoint mode depend on the kind of problem. For problems like a stationary RANS, that need many iterations to converge for the forward solver, we observed relative computational times between
1-3 for the adjoint solver. This also is because the time for the AD is only a
minor part of the total time. For instationary problems, the state solver only
needs several iterations for one time step. Here the time for the AD may take
up to 50% of the total time for the adjoint. We observed relative computing
times between state and adjoint solver of 3-8.
The time for the AD also depends on the kind of optimization problem.
For boundary or distributed control problems, the derivative w.r.t. the design
variables of the cost function and the residual equation is very cheap and
the computational time is almost negligible. For shape optimization problems,
the design variables enter the cost function and the residual equation in a
complicated way and the computational time may even be larger than the
calculation of the derivative w.r.t. the state.

4.1 Parallel Efficiency of AD
In this section, we show that the AD is also efficient in situations that are
unfavorable for the solvers. We considered the domain decomposition shown
in Figure 3 for a problem with 393216 CVs.
The multigrid solver uses four grids, so when distributed to 32 cores, the
coarsest grid has only 24 variables. As we see on the left side in Figure 4, the
AD routine on the finest grid stays efficient even in the case of 32 processors.
The nonlinear state solver decreases in efficiency but still has a speedup on
many cores. This is because the nonlinearity causes a high numerical effort in
the forward solver. As expected the linear solver for the adjoint behaves worst,
since it is cheap in terms of floating point operations. For larger problems the
solvers have a better parallel efficiency and more elaborated domain decomposition technique would further increase the parallel performance. For the case
presented they have to slow down because of increasing communication.
On the right side in Figure 4, we show how the parallel efficiency behaves
for a fixed number of 16 processors, when the number of control volumes is
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Fig. 3 Example for a Domain Decomposition
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Fig. 4 Parallel Efficiency of AD and Solvers Compared to a Linear Speedup (Left) and
Scaling for 16 Processors with Increasing Number of CVs (Right)

increases several times by a factor of eight. At some point the time for the
communication is negligible and the AD scales linear in the number of CVs.
We would like to mention here that one time step for this problem with
3.9 · 105 CVs needs only 27.2 MB of hard disk space. So one is able to save
tens of thousands of these time steps on a standard desktop PC and therefore
checkpointing is only needed for much larger problems.

4.2 Shape Optimization of a Wind Tunnel
The motivation for the test case comes from the Institute for Fluid Mechanics
and Aerodynamics at TU Darmstadt. Here experiments concerning the use of
plasma actuators for the stabilization of laminar boundary layers are carried
out. The goal is the delay of the laminar-to-turbulent transition. We refer to
[14] for more information.
For the experiments it is important that the transition is located at a fixed
place in the wind tunnel, where then the actuators are placed. This can be
achieved with the shape of the wind tunnel. A displacement body at the ceiling
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of the wind tunnel that causes a convergent divergent flow cross-section will
result in a rise in pressure in the divergent part. This yields a faster (forced)
destabilization of the boundary layer leading to an earlier transition. The goal
is to achieve a linear rise in pressure in a certain section of the wind tunnel.
Some experimental results were obtained through optimization by hand in the
diploma thesis [21], where we extracted our data from.
For the optimization, we use the Smagorinsky turbulence model. Mathematically this leads to the following description of the problem, where the
domain Ω and boundary Γ = ΓN ∪ ΓD are dependent on the design variable
u.
min
u

1
2

Z

T

Z
(

t0

Ωx (u)

∂p
− 67)2 dx dt
∂x

s.t. ρvt + ρ(v · ∇)v
1

− ∇ · ((µ + ρ(Cs ∆)2 (2k∇s vk2F ) 2 )∇s v) + ∇p = 0

in Ω(u) × I,

∇·v=0

in Ω(u) × I,
on ΓD (u) × I,

v = vD
∂v
=0
∂n
v(x, 0) = v0 (x)

on ΓN (u) × I,
in Ω(u).

Here k · kF is the Frobenius norm and we use the symmetric part of the
gradient
∇s v =

1
(∇v + ∇T v).
2

We set the Smagoringsky constant Cs to 0.1 and the local filter width is defined
in relation to the local grid widths ∆x, ∆y, ∆z as
1
1
∆ = ( ((∆x)2 + (∆y)2 + (∆z)2 )) 2 .
3

The fluid is air, so we set the dynamic viscosity µ to 1.806 · 10−5 kg/(ms)
and the density ρ to 1.225 kg/m3 . The time interval is I = (0, T ]. The Dirichlet
boundary values are 6 m/s for the block inflow and no-slip boundary conditions
on the four walls.
For our numerical tests, we use t0 = 0.4s and T = 1.6s. The unperturbed
domain is of size 2m × 0.2m × 0.27m (length, width, height), see Figure 5 to
get an impression. The pressure gradient is matched in the following part of
the wind tunnel
Ωx (u) = Ω(u) ∩ {(x, y, z) ∈ Ω(u)|x ∈ [0.83, 1.23]}.
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Fig. 5 Possible Deformation for a Coarse Grid

4.3 Shape Optimization

We will now present a shape optimization example based on a successive refinement approach. This means we start the optimization on a coarse grid,
iterate until convergence and use the solution as a starting point for a refined
level. For this problem we have used the same number of design variables on
each level. The optimizer for one level is a SQP-solver that was developed in
our group, see Hess and Ulbrich [17]. It uses an interior point algorithm to
handle inequality constraints and is implemented in MATLAB. The Hessian
is approximated with the help of BFGS Updates.
For the starting point at the next level we reuse the approximation of the
Hessian and dual variables. As a stopping criterion we require that the 2-norm
of the reduced gradient is decreased by a factor of 1 · 10−3 from the starting
value.
The shape of the ceiling may be changed between 0 and 1.45 in x-direction
and is parameterized by cubical B-Splines leading to 10 design variables. We
employ the constraints u ≤ 0, i.e. one may only add material to the ceiling.
Figure 5 shows a possible deformation of the grid on a coarse level obtained
with a linear grid deformation routine that we used. We take the time average
between t0 = 0.4 and T = 1.6, because the flow starts to get turbulent after
0.4 seconds. For the time discretization the Crank-Nicholson scheme is used
with 800 time steps of 2 · 10−3 seconds and we use a second order accurate
scheme in space. On the highest level we used 16 cores of a machine with 8
Dual-Core AMD Opteron 8220 processors with 2.8 GHz and 128 GB RAM.
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Grid 1:

Grid 2:

Grid 3:

Grid 4:

Fig. 6 2D Slices of Snapshots at Final Time Step on Different Grids (Velocity Magnitude)

4.3.1 Discussion of Results
In Figure 6 we have collected the results of the optimization on the different
grids. These snapshots at the final time step show that the flow becomes
unsteady for the finest grid discretization. On the coarser grids the flow is
underresolved and gives a stationary solution. Due to the unsteadiness the
optimal shape changes considerably for the final grid. For a detailed snapshot
of the flow see Figure 7.
This is also reflected in the number of optimization steps taken on each
level. The results are shown in Figure 8. The most number of iterations of
the optimization algorithm are needed on the coarsest level and decreases for
the next two levels. On the fourth level the problem changes significantly and
many steps are needed to fulfill the convergence criterion. Still we have possibly
saved iterations on the finest grid, which are very costly compared to steps on
the coarser grids.
The acquired shapes are very similar to those obtained and verified in the
diploma thesis [21]. It is remarkable, that the slope of the tunnel is very similar
in all configurations.
For the adjoint method, we observe a factor of 5.1 in computational time
on the finest grid compared to the flow solution (this number excludes the
forward solve). The time spent for obtaining all the derivatives fu , fy , Cu , Cy
takes about 42% of the total time for the adjoint. The forward solver was
converged to 1 · 10−5 and the adjoint solver to 1 · 10−6 .
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Fig. 7 Snapshots at Final Time Step on Finest Grid (Velocity Magnitude on Iso-surface of
Vorticity Magnitude at 170)
Level
1
2
3
4

Control Volumes
12800
24192
49152
102400

Objective
0.33106
0.56990
0.64311
0.89729

Iterations
23
11
5
17

Time (min)
780
995
706
7083

Fig. 8 Convergence History

5 Conclusions
We have presented an approach to obtain the discrete adjoint from a general
turbulent flow solver. The method is based on sparse Automatic Differentiation
(AD) techniques to construct a linear equation for the adjoint. A staightforward application to time dependent problems is possible. For the solution of
the linear systems and the AD, the incorporation of multigrid methods and
parallelization were discussed and details for the efficient implementation were
given. In the numerical results, we present the parallel efficiency of the adjoint
mode and in particular the AD. Then we show the application to a three
dimensional instationary shape optimization problem governed by an LES.
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